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Abstract — Natural language serves as 

important information source in all areas of 
human activity. The presence of a huge 
amount of texts on the Internet actualizes the 
problem of efficient information search; 
visual scanning of all the textual information 
is difficult and time-consuming. There is a 
need for efficient, high-quality systems that 
extract the relevant information from texts. 
The paper presents the architecture of an 
experimental system for automatic text 
understanding and information extraction, 
which has originally been developed for the 
domain of news reports.  The possibility of 
adapting the methodology for the purpose of 
bioinformatics is discussed, and the 
similarities and differences between texts in 
the two different domains are discussed and 
exemplified.  
 

Index Terms — bioinformatics, Information 
Extraction, Natural Language Processing, text 
understandinng 

I. INTRODUCTION 

The field of Natural Language Processing 
(NLP) encompasses both theoretical work 
andpractical applications aimed at 
transforming Natural Language (NL) input 
into less ambiguous data structures and/or 
generating NL output, formatted according 
to the user’s need.  

Figure 1 shows how large text corpora 
and lexical databases interact with language 
processing tools in order to achieve the 
desired transformations of the input. For 
example, spoken language may be  
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transformed to a text by speech recognition. 
The text may then be translated into another 
language, or it may be reduced into a 
shorter, more concise version by an 
Information extraction system. Other 
possible NLP-application can be inferred 
from the pathways outlined in Figure 1. 

A huge amount of NL texts is nowadays 
available in electronic form and can to a 
certain extent be sorted and clustered 
automatically by search engines like Google, 
AltaVista and others. Despite this, an 
effective search for relevant information in 
NL texts requires a lot of human effort and is 
sometimes extremely time-consuming.  

There is no field of international research 
or business activity where electronic texts 
written in natural language are not involved; 
therefore, tools for efficient and goal-
oriented NLP are required.  

The problem of finding relevant 
information in large number of texts has 
attracted the attention of more and more 
NLP-researchers during the last decade. 
This field of research is most commonly 
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               Figure 1. NLP – sample resources and applications  
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referred to as Information Retrieval (IR) and 
Information Extraction (IE), but, as often is 
the case with quickly emerging and growing 
research areas, there is no exact consensus 
as to the terminology. Certain terms are 
defined and used in different ways by 
computer scientists, computational linguists, 
and information researchers. Terms like 
Information Retrieval vs. Document/Text 
Retrieval, Information Extraction vs. 
Information Refinement, or Summarization 
vs. Abstracting, are in some contexts used 
as nearly synonymous, in other contexts – 
as related by subsumption. 

This presentation adheres to Cowie’s and 
Wilks’ definition of IE, stating that IE “is the 
name given to any process which selectively 
structures and combines data which is 
found, explicitly stated or implied, in one or 
more texts” [1]. 

II. AN EXPERIMENTAL SYSTEM FOR 
EXTRACTING INFORMATION FROM NEWS 

REPORTS 

During the years 1999-2002, an 
experimental system for summarization of 
news reports has been developed by the 
author’s research group. The work has not 
been aimed on any commercial application. 
The research goals were to investigate the 
possibilities of automatic in-depth text 
understanding, based on the theoretical 
framework of Cognitive Linguistics, and a 
comparison between multilingual text 
summarization and traditional (sentence-by 
sentence) machine translation. 

Figure 2 shows the architecture of an 
experimental system for extracting 
information from news reports ([5], [6], [7], 
[10],[12]).  
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Figure 2. The architecture of the IE system for 
summarization of news reports. 

A. The IE process step by step 

The process of extracting important 
information from a text starts with graphical 
normalization: removing or replacing illegal 
characters, distinguishing the headline from 
the rest of the text, etc. The next step is 
Named Entity Recognition (NER) and 
semantic classification. This part of the 
system (implemented in the Delphi 
programming language) utilizes semantic 
and ontological knowledge stored in different 
databases (to be discussed more I detail in 
section IIIB).  

The main goal of this component is to 
distinguish between: 

(a) Common nouns and proper names 
(b) Content words (nouns, adjectives, 

verbs) and function words (definite/indefinite 
articles, pronouns, prepositions, negation 
marks)  

(c) Semantic classes of the nouns (e.g. 
’human’, ’country’, ’means of 
transportation’...) 

(d) Verbs referring to speech acts (say, 
confirm, deny, threat, propose…) and verbs 
referring to other types of actions and 
relations 

 
Figure 3 contains a sample input text, and 

Figure 4 – a fragment of the output from the 
NER and semantic classification component.  
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Figure 3. A sample input to the IE system (from Reuters 
corpus of news reports, used with the company’s 
permission) 
 

 

Figure 4. The result of semantic classification of the 
second sentence in the input text. 

 
The next step in the process is labeled 

“Reading Comprehension and Coreference 
Identification”. “Coreference Identification”, 
[17] stands for discovering which words, or 
sequences of words, point out the same 
object (e.g. the sequence Saudi Deputy 
Interior Minister Prince Ahmed bin Abdul-
Aziz is coreferent with Prince Ahmed). The 
process is based  on partial sequence 
matching and/or matching semantic 
categories. A main difference between the 
Reading Comprehension (including 
Coreference Identification) process in the 
current system, and most traditional 
approaches to coreference resolution is the 
fact that the text is transformed from a linear 
sequence of sentences to a set of relations 
between objects, before Coreference 
Identification rules apply. These relations 
represent different events reported in the 
text, and/or different versions of events. An 
important feature is labeling every event as  

• True according to a certain source, 

as in An official source said that X 
• False according to a certain source, 

as in Another source denied that X 
• Future or hypothetical events, as in 

The government received a warning for X 
• Actual events, as in Today’s attack 

did not cause any injuries 
• Background events, as in During the 

last 30 years, 30 000 people died in ETA 
attacks. 

 

 
 Figure 5.  Text transformed into event structures and 
speech act based relations. 
 
 
 

 
 Figure 6. Event unification 
 
 
 

  
 
Figure 7. The output from the Reading Comprehension 
module 

semcat('The',the,[det]) 
semcat(denial,deny,[speech_act( 
    

 [fal,negative,[],[]])]) 
semcat(was,be,[cop]) 
semcat(made,make,[]) 
semcat(by,by,[prep]) 
semcat('Saudi Deputy Interior Minister 

Prince Ahmed bin Abdul - 
Aziz',[propername, 
human([high_status])]) 

semcat(to,to,[prep]) 
semcat(the,the,[det]) 
semcat('Saudi-owned London-based Asharq  
        al -Awsat', 
   

Saudi Arabia denied it was seeking a 
Saudi man detained in Canada who claimed 
to be wanted in connection with a bombing  
in the kingdom that killed 19 U.S. 
soldiers. 
The denial was made by Saudi Deputy 
Interior Minister Prince Ahmed bin Abdul-
Aziz to the Saudi-owned London-based 
Asharq al-Awsat newspaper on Sunday. 
The man, Fahad al-Shehri, sought refugee 
status in Canada and said he was part of 
a mujahideen (holy warriors) group,  
though he denied involvement in the June 
bombing in the eastern Saudi town of 
Khobar, Canadian officials have said. 
Prince Ahmed told Asharq al-Awsat that 
Shehri was "not wanted in any case or 
crime and what he claims is a lie". 
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Figure 5 shows the result of the first step 

of text analysis. Event representations are 
related to the three main “actors”, or 
“sources” (the Saudi interior minister, the 
Saudi man detained in Canada, and Canada 
officials) by speech acts (claims and 
denials). Later on, event representations are 
unified (Figure 6), which leads to a 
compressed representation (Figure 7). The 
final step in the process is the generation of 
the output text in the target language 
(English, or Swedish). In text generation, the 
event templates function as an interlingua 
representation. The generation module is 
implemented i Definite Clause Grammar 
(DCG) with the filled template left of the 
arrow and language-specific English and 
Swedish syntactic structures on the right of 
the arrow. The Swedish module makes use 
of standardized ways of presenting certain 
events in Swedish news and, as a 
consequence, syntactic structures that are 
functionally, although not syntactically 
equivalent to certain English phrases. For 
example, the English sentence There were 
no injuries corresponds functionally to 
Swedish Inga personskador rapporterades  
(lit. No person-injuries were reported). The 
lexicon used in generation consists of 
phrases and words extracted from Swedish 
news reports and connected to interlingua 
codes. 

A text is not the only possible output from 
an IE system. Another type of output could 
be an answer to a query (for a survey of 
query answering systems, see the 
http://trec.nist.gov). Yet another way to 
structure an IE -output is to let it remain a set 
of logical relations, and to use those 
relations in a more complex information 
system. In the following, we will discuss the 
different alternatives in the context of 
bioinformatics. 

III. INFORMATION EXTRACTION FROM TEXTS IN  
BIOINFORMATICS 

A. Major problems 

One of the most serious problems that 
researchers within the field of bioinformatics 
have to deal with is the textual information 
overload[18], [19]. This is a generally 
acknowledged difficulty, and serious 
attempts to overcome it, or at least diminish  

 
 
it, are in progress. For a review of the 

area, see [11]. 
The large medical literature databases 

MedLine and PubMed 
(http://medlineplus.gov, http:// 
www.pubmedcentral.gov) provide access to 
medical lexicons and advanced document 
retrieval systems. Even a limited possibility 
of automatic query answering is available 
from MedLine’s homepage. Furthermore, 
text mining techniques are utilized to group 
the documents that concern similar 
genes/proteins/ diseases, and information 
about these is stored in ontological 
databases [14]. Despite all this – very 
valuable – work, researchers in the field of 
bioinformatics have to cope with several 
serious problems: 

(a) The shortage of integration tools: 
specialized databases, dictionaries, and 
literature are available in electronic form, but 
the tools for synchronization of information 
coming from these sources are not 
sufficient.  

There is also a need for improving existing 
ontologies, [26] and for developing an 
ontology of different kinds of relationship. 
The work of [23], [22], [24], and [26], is an 
important step towards this goal. 

(b) Terminological discrepancies: 
information about the same gene/protein is 
stored under different names/codes in 
different databases. For example, [18] a 
gene with accession code “L36033” in a 
research database is mentioned as 
“HUMSDF1B” in the database Entrez 
[http://www.ncbi.nim.nih.gov/Entrez/]; in 
other sources, it is sometimes shortened to 
“SDF1b”, or referred to by a full name: 
“Human pre-B cell stimulating factor 
homologue”.  There are some resources for 
identification of synonymy within certain 
subdomains (the MedScan system [21] is 
one of the most ambitious and efficient 
systems), but the issue still remains a 
problem.  

(c) Problems with coreference 
identification (as in Loss of heterozygosity 
(LOH) at chromosome 9p21 is frequent in 
enteropathy lymphoma… this finding 
suggests that gene loss at this locus may 
play a role for…). The importance of 
anaphora resolution is generally 
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acknowledged [22], [9]. However, only a few 
systems include this component. Hahn et al. 
[9] present an algorithm for coreference 
identification between hyper- and hyponyms 
(the tumor – adenocarcinoma), based on the 
Centering Theory [25]. The paper provides, 
however, no evaluation of the algorithm, nor 
resolution of nominal anaphora including 
coordination. 

(d) Problems with identification of 
relations between objects (in this context, 
objects are chromosomes, genes, proteins, 
distortions…). Traditional text retrieval and 
text mining devices can inform the 
researcher that there seems to be some 
relation between e.g. a gene and a disease, 
but in most cases they do not specify what 
kind of relation it is. There is active research 
aimed at improving extraction of relations. 
[27] and [2] predict the existence of 
relationships between genes on the basis of 
textual co-occurrence statistics, while other 
researchers [20], [21], [4], [22] use rule- and 
template-based approaches for the same 
task. The work of [23] represents a hybrid 
approach (a stochastic word tagger is 
combined with rule-based sentence 
analysis). There is no doubt a progress 
towards identification of relations, but the 
existing systems process, as a rule, each 
single sentence separately, and do not 
include any coreference identification 
component.  

(e) Problems with distinguishing 
between relations reported as being true, 
hypothetical, or absent, as in It is beyond 
any doubt that the lack of gene X in 
chromosome Y causes disease Z, vs. The 
findings suggest that the loss of gene X may 
play a role in the development of disease Z.  
vs. Gene X is not involved in the 
development of disease Z. 

B. Lexical resources and domain knowledge for 
IE in bioinformatics 

The problems enumerated above 
correspond to those that the general 
linguistic IE-system discussed above had to 

deal with. What is needed is more 
sophisticated Named Entity Recognition 
(although there are good algorithms for 
identification of certain biological objects –
[3]), better discourse interpretation (including 
modality recognition, i.e. discovering the 
distinctions between true, false, and 
hypothetical relations), and more reliable 
coreference resolution. The core technique 
of linguistic Information Extraction may thus 
be employed in bioinformatics, but an IE 
system aimed at this particular domain must 
have access to specialized databases as 
well as to general lexical databases.  
 

A lexical database for English that is often 
used for Information Extraction is WordNet 
[16]. Especially the noun part of WordNet 
proved to be useful [5]. Lexical entries in 
WordNet are organized by synonymy, 
hyponymy (“is-a”) and meronymy (“has-a”) 
relations, which makes the database a 
combination of a lexicon and an ontology. 
The general problem concerning the use of 
WordNet in IE is, however, its frequently 
discussed and criticized fine-grainedness, 
that leads to extreme ambiguity [13], [15]. 
The original WordNet structure is thus too 
ambiguous to be utilized for IE in 
bioinformatics.  

A way to overcome this problem would be 
to identify and annotate WordNet nodes with 
respect to different hierarchy types (since 
proteins may be classified either with 
respect to their structure, or their molecular 
functions, or their roles in biological 
processes), and to connect these annotated 
nodes to the information stored in 
bioinformatics databases, (like the Gene 
Ontology, [8], [28]) - possibly via specialized 
lexicons.  

Figure 8 [5] outlines a possible scenario 
where WordNet and linguistic IE are 
integrated with specialized information 
sources. 

C. Adapting a general linguistic IE system to 
the domain of biological texts 
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An essential part of pre-processing a 
biological text is identification and 
classification of the main objects: genes, 
proteins, and diseases. This is in general 
equivalent to the Named Entity Recognition 
process in processing of news reports. 
However, the NER procedure required some 
additions, aimed at identification of acronym 
patterns and at linking acronyms with full 
names of the objects, like in e.g. 
enteropathy T-cell lymphoma (ETL).  

Another modification concerns 
identification of relevant nodes in WordNet. 
A tool for re-grouping WordNet nodes has 
been developed for the purpose of semantic 
classification of objects in news reports [6]. 
For example, the first common node 
corresponding to the nouns bomb  and 
missile in WordNet (version 1.6) is defined 
as “an artifact that is instrumental in 
accomplishing some end”. This definition is 
too general for the IE purpose, since it 
generates a lot of nouns that do not denote 
weapons. The interface developed within the 
project allows a convenient way of grouping 
relevant WordNet nodes under domain-
specific labels chosen by the user.  For 
example, the user can provide  the nodes 
“bomb” and “missile” with a common label: 
“destruction as function”. The same interface 
can be utilized for a similar re-classification 
aimed at categorization of biological objects. 
Similarily, certain groups of verbs required a 
more consistent classification. For the 
purpose of processing news reports, a 
limited lexicon of speech act verbs 
(“Verblist”-[6] ) has been constructed. The 

“Verblist” used as a complement to WordNet 
is a database table organized around ca 60 
lexical stems. The stems are connected to 
derivational rules (e.g. rules relating 
confirmation to confirm, or denial to deny), 
contextual patterns and interpretation rules. 
The latter deal with interpretation of events 
connected to a given lexical entry (e.g. 
promise or suggest normally introduces a 
hypothetical, future event, while confirm  
introduces an event that is true from the 
sender’s and somebody else’s perspective).  

The “Verblist” had to be further developed 
in order to fit the biology domain. Speech act 
verbs like say, deny, condemn… are central 
for understanding news reports. In biology, 
however, the most frequent verbs specify 
either the relations between biological 
objects (inhibit, suppress, activate), or 
between researchers and their study objects 
(examine, investigate), or, finally, between 
study results and biological relations (show, 
suggest). The latter are ignored in most 
existing IE-tools, but they are essential to in-
depth text comprehension. This group of 
relations may be successfully handled by 
the heuristics developed for the news 
reports domain.The system for IE from news 
reports achieved the following results, when 
tested on a corpus  
of ca 300 000 words [6]: 

• Named Entity Recognition: recall 
98%, precision 86%  

• Named Entity Classification (i.e. 
ascribing semantic categories to strings 
recognized as proper names): recall 70%, 
precision 87% 

 
Figure 8. Information Fusion in bioinformatics [5] 



 26 

• Identification and classification of 
speech acts: recall 97%, precision 86% 

A pilot study performed on 30 biological 
abstract indicates that a similar performance 
can  
be expected, provided incorporation of 
specialized databases (like Gene Ontology) 
into the system. This is a matter of further 
research. What can be reported hitherto, is 
the research performed on syntactic 
analysis of biomedical texts. 

D. Parsing biomedical abstracts 
In order to investigate which syntactic 

patterns are most frequent in biological 
texts, a linguistic analysis of biological 
abstracts from PubMed was performed. The 
texts consisted of totally 3500 words (after 
the elimination of the names of the authors 
and their affiliations). The analysis has 
shown that the number of words belonging 
to NPs was very high: 2559, i.e. 73% of the 
total number of words in the file. Personal 
pronouns were infrequent – only 28 
occurrences, dominated by we (referring to 
the authors of the abstracts - 17 instances). 
This is the major difference the two text 
domains under discussion. In news reports 
the average number of personal pronouns is 
about 10 per one single text. 

 Totally 428 noun phrases were found in 
the biomedical abstracts. The average 
length of a non-pronominal noun phrase was 
6.4 words.  The longest NP in the material 
consisted of 28 words.  

These quantitative results indicated that 
NPs should be treated carefully in the 
parsing process. The next step was the 
classification of syntactic patterns in noun 
phrases. The results showed that most NP-
types were covered by the rules already 
implemented in the parser (based on 
Categorial Grammar and implemented in 
DCG) developed within the news reports 
project. We had to add two kind of rules: one 
dealing with long nominal compounds, like 
candidate tumor suppressor genes , and 
rules handling long appositional 
constructions with acronyms.  

Ambiguous appositional constructions, 
like the three important tumor suppressor 
genes located in this chromosome, 
CDKN2A, CDKN2B, and p14 ARF  require 
quite elaborated processing. To handle this 
kind of phrases, the parser makes use of the 

following cues: 
• The information from the Named 

Entity Classification component: CDKN2A, 
CDKN2B, and p14 ARF are names of 
genes. 

• The information found in WordNet: 
the word gene is the top node in the 
hierarchy of genes  

• A rule counting the acronyms and 
comparing the result with the quantifier in 
the first NP: three = 3. 

As a result, the phrase is interpreted 
correctly: as referring to three (not six) 
genes. Figure 9 shows the output of parsing 
a similar example. 

The parser has been tested on previously 
unseen texts (ca 1000 words). Its 
performance was satisfactory: 85% recall at 
92% precision. The causes of problems are 
unforeseen gene and protein names, and 
ambiguous constructions including both and  
and or – for example: Gamma irradiation, 
DNA-damaging drugs, expression of p14 
(ARF) or oncogenic Ras, and replicative 
exhaustion. 

 

 Figure 9. An example of a parse tree corresponding to 
a sentence with a long appositional construction 

 
The parser performs – as an inherent part 

of the syntactic and semantic analysis – 
partial coreference identification within 
sentences. As mentioned, it identifies parts 
of appositional constructions as pointing out 
the same group of objects. It distinguishes 
predicative sentences (A is a B) from 
transitive sentences (A causes B, A 
stimulates B etc.). This is important for 
identification of referents: in a predicative 
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sentence, A and B are different descriptions 
of the same referent, while a transitive 
sentence denotes a relation between at 
least two referents.  

Another feature of the parser is its next-to-
perfect performance in analysis of relative 
clauses. The relative markers that, whose, 
which etc. are correctly identified with their 
syntactic correlates, which makes it possible 
to extract information not from main clauses 
only, but also from subordinated ones.  

The functor ‘nux’, marked with bold style 
in Figure 9, identifies the kernels of possible 
candidates for anaphoric reference in the 
text. After parsing, the text is thus prepared 
for searching for coreferent noun phrases. In 
NLP, most efforts concerning anaphora 
resolution between sentences focus on 
pronominal anaphora. In the domain of 
bioinformatics, however, pronominal 
anaphora is of marginal interest. At the 
same time, biological abstracts are normally 
not comprehensible without resolution of 
anaphoric relations between nominal 
phrases: the authors refer to “this finding”, 
“these genes”, etc. It is not possible to 
understand (and automatically extract) the 
information about the reported results of 
biological experiments, if the actual referents 
of such general expressions cannot be 
identified in the preceding text. 

For the time being, adapting the 
procedure for cross-sentential anaphora 
resolution to the new domain is under 
development. The preliminary results are 
encouraging, but the project requires a more 
elaborated semantic classification of the 
domain-specific vocabulary then the one 
that has been utilized for parsing. The 
planned incorporation of Gene Ontology 
may be a solution. 

E. How to design the output? 
 Hitherto we have discussed the question 

of IE resources, word classification 
procedures, and syntactic analysis, but the 
question of the format of the final output also 
deserves some consideration. One 
possibility would be to structure the outputs 
as concise answers to queries. Another 
option would be to let the output have a 
structure that would be consistent with the 
hypotheses formulated on the basis of gene 
analysis and data mining techniques. This 
would give the researcher a possibility of 

automated weighting of his/her hypotheses. 
Some human supervision would of course 
be required, since one can not expect an IE 
system to achieve 100% recall and 
precision, but the time-consuming process 
of visual scanning of literature would 
certainly be facilitated even at about 85% 
recall and precision. 

IV. CONCLUSIONS 

Researchers are constantly confronted by 
huge amounts of information. Manual and 
visual information search is extremely time-
consuming, and often frustrating. There is 
an urgent need for the development of better 
tools for processing and structuring 
information coded in natural language, and 
of integrating such tools with domain-
specific knowledge bases. Simple document  
retrieval, based on key words, is not 
sufficient. Texts should be searched for 
relevant information in a more elaborated 
and more user-oriented way. There is no 
doubt a resemblance and a considerable 
overlap between problems that have to be 
solved when processing an “everyday” text 
(e.g. a news report) and when processing a 
specialized scientific text. Both text kinds 
require Named Entity Recognition, though 
the entities to be recognized and classified 
belong to different semantic categories 
(persons, organizations and geographical 
names in news reports vs. genes, proteins, 
and diseases in biology). Attention should 
be paid to differences in name patterns. For 
example, appositional constructions are 
common in both kinds of texts, but the most 
frequent pattern in biology is a full name 
followed by an acronym, while in news texts, 
the pattern ‘Proper name – function’ (XZ, the 
president of Y) is the most widespread one.  

Identification of phrases denoting relations 
and of the epistemic status of events (true, 
false, or hypothetical) is crucial to both types 
of texts. Again, the difference lies the 
semantic categories of most frequent verbs. 
Coreference resolution is necessary in both 
domains. The general methodology for 
Information Extraction seems thus to be 
domain-independent. Domain adaptation 
requires a fusion of general language 
technology methods with domain-specific 
corpora, ontologies and knowledge 
databases. 
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